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“Highest availability”
DB2 systems: the
conventional wisdom
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How highly available can your DB2 system be when you have what is
generally thought of as a “highest availability” configuration?



What do many people think of... @&

* ... when they think of DB2 configurations that deliver
the highest availability” levels?
* Two key technologies:

e Clustered DB2 servers
 Disk array-based replication

)y

* Minimal down time, minimal data loss
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In my experience, DB2 systems configured for what is generally thought
of as “highest availability” have two key characteristics:

1.The DB2 database servers are clustered.
2.Disk array-based replication (aka remote mirroring) is utilized.

Note that by “highest availability,” | mean both maximum application
system uptime (generally expressed as a percentage, derived by
dividing total system uptime during a time period by the duration of the
time period) and minimum data loss due to system failure.



Clustering: DB2 for z/OS @

» DB2 data sharing on a parallel sysplex

Coupling
Coupling facilities facility links
Mainframe . Mainframe
Primary group buffer
z/0S pools (GBPs) z/0S
DB2 *Secondary GBPs DB2
eLock structure
*Shared Comm. Area

«Catalog/directory
*User tables, indexes

This diagram shows the major components of a two-member DB2 for
z/OS data sharing group on a parallel sysplex. Some things to note:

*The DB2 member subsystems could be on physically separate
mainframes, or on different z/OS LPARs on the same mainframe, or on
the same z/OS LPAR.

*You always want two sysplex timers, and two (maybe more ) coupling
facilities, because you'd prefer not to have single points of failure in the
parallel sysplex.

*The coupling facilities (CFs) are essentially shared memory devices.

*Coupling facilities can be internal (one can configure a coupling facility
LPAR on a mainframe server) or external devices. If an internal
coupling facility is used, the lock structure and the shared
communications area (SCA) should NOT be assigned to that CF LAPR
if the CF LPAR is on the same mainframe as a DB2 subsystem that is a
member of the associated data sharing group.

*As implied by the above item, an internal CF located on the same
mainframe as an associated DB2 data sharing group member should
only be used for group buffer pools (as far as DB2-related CF structures
are concerned). In that case, the links between the DB2 subsystem
and the internal CF are virtual (i.e., memory-to-memory).
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DB2 data sharing -

» Great defense against unplanned outages

* If you lose a subsystem unexpectedly, workload will
shift to surviving members of the data sharing group

« Some disruption possible due to retained X-locks on
data pages/rows held by failed DB2 (released when
failed DB2 restarted — can be < 2 minutes)

* Enables window-less software/hardware
maintenance
= —7% ° Example: apply a DB2 fix to load library, then

guiesce a member, then stop/start to activate the fix,
then resume work flow

* Repeat this process for other members of the group

Some further explanation:

*Retained locks are typically X-locks on pages (and rows, if row-level

locking is in effect) that had been changed and not yet committed by

processes running on a member of the DB2 data sharing group at the
time of an abnormal termination of that DB2 subsystem.

*Quiescing a member of the DB2 data sharing group enables in-flight
work to complete, but prevents new requests from reaching that DB2
subsystem (workflow to the subsystem will resume after the DB2
member is stopped and restarted to activate the new DB2 fix or fixes).

*There are very few maintenance situations that require a full shutdown
of a DB2 data sharing group. | can think of a couple:

1. A switch to a new data sharing locking protocol. All members
of the DB2 data sharing group have to begin using the new
locking protocol at the same time. Locking protocol changes
are RARE (many organizations using data sharing for the
past 10 years have gone to a new locking protocol ONCE).

2. When a data sharing group is migrated to a new release of
DB2, the group is briefly shut down (less than an hour) while
the CATMAINT job alters the DB2 catalog structure for the
new release. This might happen once every 2 to 3 years.



More on DB2 data sharing -

* Up to 32 DB2 subsystems can be members
of one data sharing group

* Having more members versus fewer (e.g., 3
or 4 DB2 subsystems on each mainframe in
a 2-server sysplex) can enhance availability:
* Fewer retained X-locks on data pages (or
rows) in case a member fails
* Fewer in-flight units of work to be backed out
in case a member fails, so restart is faster
» CPU overhead increase caused by going

from n-way to >n-way data sharing is very
small

The availability benefits mentioned on this slide are related to the
spreading of a given workload over more DB2 subsystems in a data
sharing group.

As indicated by the last bullet item on this slide, adding members to a
DB2 data sharing group has a very small impact on data sharing
overhead (that overhead being the increase in the CPU cost of SQL
statement execution. The additional overhead associated with adding a
member to an existing data sharing group is typically less than half a
percent of the server’s capacity (i.e., overhead might go from X percent
in a 3-way data sharing group to somewhere between X and X.5
percent in a 4-way data sharing group). It's a very nearly linear
increase in processing capacity.



"‘IDUG

Clustering: DB2 for LUW Wit

« High Availability Disaster Recovery feature (HADR)
¢ Introduced with DB2 for LUW V8.2

Log records associated with
data changes made on primary
are transmitted in real time to

standby and applied there Standby

Server

IDUG 2008 Furope -

For those familiar with DB2 for LUW log shipping, HADR is conceptually
like log shipping taken to the extreme, with log records associated with
data changes on the primary DB2 instance being transmitted and
“played forward” on the standby DB2 instance in real time, keeping the
secondary copy of the database current with respect to the primary.

Primary
Server
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HADR -

» Great for minimizing impact of unplanned outages
« If primary and standby servers are close together,
HADR can operate in synchronous mode (ensuring no
loss of committed data changes)

« Standby DB2 can be ready to serve application
requests within seconds of primary DB2 failure

» Also allows for virtual elimination of maintenance
windows for server hardware and software service
1.Stop flow of log records to standby, apply patch to that system
2.Resume flow of log records, resynchronize DB2 systems
3.Initiate switch to make primary the standby, and vice versa
4.Repeat 1-3 to apply patch to former primary (now standby)

Like DB2 for z/OS data sharing, DB2 for LUW HADR is a great way to
minimize the impact of unplanned outages. For one thing, if the primary
and secondary DB2 instances are relatively close together (probably up
to 15-20 miles apart, if the two servers are fiber-linked), HADR can
operate in synchronous mode, so that no committed database changes
will be lost if the primary DB2 system fails. On top of that, HADR
greatly speeds recovery time in the event of a primary DB2 failure:
when a switchover is initiated, the secondary DB2 instance can be
ready to take application requests within 10-15 seconds.

HADR can also be used to virtually eliminate the need for maintenance
windows to service a DB2 for LUW system. To apply a DB2 patch:

1.Stop the flow of log records to the standby DB2 system and apply the
patch to that DB2 instance.

2.Resume the flow of log records from primary to secondary, and let the
two DB2 databases resynchronize.

3.Initiate a switchover to make the former secondary the new primary,
and vice versa (as noted above, should take just a few seconds).

4.Repeat steps 1-3 to apply the patch to the other DB2 system.
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More on HADR o

« Standby DB2 can take over quickly for failed primary
because HADR keeps buffer pool on standby current
with respect to changes made on primary

0 . _
(3 if * Because of this “warm memory” characteristic of the
mﬂ standby, on takeover no roll-forward recovery needed,

and rollback processing time is greatly reduced

* Three modes of HADR (affect commit on primary):
» Synchronous: commit when changes on log of standby
* Near-synch: commit when changes in standby memory

* Asynch: commit without waiting on communication of
changes to standby

HADR slashes DB2 database recovery time because data changes
made on the primary DB2 are constantly being “played forward” on the
secondary system. This causes the buffer pool there to be in synch
with the one on the primary DB2, as far as pages related to data
changes are concerned (sometimes referred to as “warm memory” on
the secondary DB2). When a takeover is initiated there is no need for
the roll-forward part of database recovery, because data changes not
yet externalized to disk are in the buffer pool of the secondary DB2.
Rollback recovery is required in order to back out in-flight URs, but little
time is needed for that because pages needed for un-do operations are
already in the buffer pool (versus having to be read in from disk).

The modes of HADR affect commit operations on the primary DB2:

*Synchronous: commit after associated log records have been written to
transaction log on secondary DB2.

*Near-synchronous: commit when associated log records have been
written to memory on the secondary DB2 (less of an impact on primary
DB2). This is a very popular implementation choice.

*Asynchronous: no waiting to commit (a good choice when secondary
DB2 is located at a far-away disaster recovery site).

10



Disk array-based replication o

* Also known as remote disk mirroring
» A great way to minimize DB2 data loss (for Z and
LUW) in the event of a primary site disaster situation
* Among the providers (and what they call it):
* IBM (Metro Mirror, Global Mirror)
« EMC (SRDF, SRDF-A)
 Hitachi (TrueCopy)

Disk array-based data change replication can be used with DB2 on any
platform, but it was welcomed with particular joy by DB2 for z/OS users,
since there was nothing like log shipping available on that platform. Of
course, DB2 for LUW users also benefitted significantly from remote
disk mirroring, since it reduces data loss in the event of a disaster
situation to either nothing (if operating in synchronous mode) or a few
seconds (if running in asynchronous mode), versus 10-15 minutes or
more when log shipping is used. [Note that when remote disk mirroring
operates in synchronous mode, the local server does not get an
indication of write operation success until the data written to the local
array has been successfully transmitted to the remote site.]

11



Benefits of remote disk mirroring ‘@

No server overhead (disk controller to disk controller)
Mirrors all data at remote site

* Not just database — DB2 transaction log, too (this
makes for much-simplified DB2 recovery at remote
site — essentially, START DB2 or db2start)

 Also program libraries, input files, etc.

Can operate in synchronous mode if data centers
are close together (within about 25 fiber miles)

« Zero loss of committed database changes

Asynch mode if data centers are far apart
* Lose a few seconds of committed database changes

Changes to anything stored on a mirrored disk volume (and array-
based replication can be activated at the volume level) are replicated to
the remote site — not just DB2 tables and indexes, but program libraries,
application input files, and other files. From a DB2 perspective, it's
great that the DB2 log files (the active log data sets for DB2 on a
mainframe) are mirrored at the remote site, because this makes DB2
recovery at the remote site MUCH easier than it otherwise would be (it's
pretty much like recovering from a local power outage — essentially, you
enter -START DB2 (DB2 for z/OS) or db2start (DB2 for LUW).

While using disk mirroring in synchronous mode eliminates loss of
committed database changes in the event of a primary site disaster, it
imposes a distance limitation on the configuration: I'd want the target
disk subsystem to be within about 25 fiber miles of the primary array,
and since the fiber link is not likely to follow a straight line, the sites
probably have to be within 15-20 straight-line-miles from each other.

Asynch mode is a good choice if the primary and remote sites are far
apart (in that case, the propagation delay would make synchronous
mirroring too much of a drag on primary system performance).

12



What if this isn’t good enough? @=-—

* You've clustered your DB2 servers, you've implemented
remote disk mirroring, and someone says:

“We've got to do
better than that”

What then?

1DUG 2008 Furope

Sometimes, what seems to you to be the best solution — for DB2

availability or whatever — is viewed by others as being not good enough.

What do you do if you have a great configuration for DB2 application
availability, with clustered DB2 servers and disk array-based replication,
and someone with enough clout to push changes tells you it's not good
enough? Read on.

13



An availability BHAG
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Here’s an acronym you don’t see every day.

% IDUG
LR —

14
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What is a BHAG? g

 It's an acronym, and it stands for Big Hairy
Audacious Goal

* The phrase was coined by business theorist Jim
Collins, author of Built to Last and Good to Great

 BHAGs are good

* Once you get past “No way!” they inspire bold,
visionary thinking

* They keep you from settling for less
 “If you aim low, that’s probably where you'll hit”

Jim Collins, well-known business theorist and author of modern
business classics such as Built to Last and Good to Great, coined the
term BHAG (usually pronounced :"BEE-hag”). It stands for “big, hairy,
audacious goal.”

Collins wrote that BHAGs are good because they inspire bold, visionary
thinking. This kind of thinking helps you to avoid settling for less than
what you (or your organization) are capable of achieving. In the 1970s,
a database management system based on a mathematical view of data
relationships and accessed by way of an English-like query language
probably seemed like a BHAG to many people. Then along came DB2.

15
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A DB2 availability BHAG v

* | was in a meeting called to update a company’s
strategic application and data availability plan

/ “Never down, never
lose anything”

A senior IT executive /
in the room gave us

the availability

objective...

And we were, like...

IDUG2008 Europe

A real-world DB2 availability BHAG, laid down for me and others by a
bold-thinking IT executive with a large DB2-using organization.

16



u " : o JLO,
Never down” explained
* What the IT exec didn’t mean: 100% uptime for
DB2 database systems
» This is not to say that aggressive uptime targets
(e.g., 99.9% availability) are not worthwhile
e They can be useful for IT infrastructure people
* The IT exec, speaking from a business perspective,
meant, “No FCIs” (FCI = failed customer interaction)
* Here’s the good news: brief server outages are
;( allowed, as long as they don’t result in FCls
« Example: a 15-second DB2 for LUW server outage
due to user-initiated HADR switch may not cause
FCls, if transaction timeout value is 60 seconds

By “never down,” the aforementioned IT executive did not mean “100%
uptime for DB2 database systems. He meant instead that there would
be no failed customer interactions (FCIs). This was actually pretty good
news, because it meant that a LITTLE BIT of DB2 database system
downtime could be acceptable, as long as the outage did not cause any
user transactions to fail.

This notion of a database system being briefly unavailable without
causing transaction failures is not far-fetched. Suppose a transaction
timeout value of 60 seconds has been specified on an application
server. If the DB2 database system accessed by the application server
is down for 15 seconds, it's quite possible that the database outage
would not result in any FCIs.



The not so good news...
* The IT exec didn’t say, “never down, unless a
disaster knocks out the primary data center” — he

said “never down”

* Consider: recovering your DB2 database at a
backup site and having the application ready for
work within 30 minutes of a primary-site disaster is
excellent

« But it falls well short of “never down,” doesn't it?

* What are you supposed to do?

* How can you squeeze system recovery time way
down below what appears to be a “good as it can
get” value?

So, “no failed customer interactions” provides a LITTLE wiggle room
with respect to DB2 system availability. Trouble is, the BHAG-bringing
IT exec didn’'t mean “no failed customer interactions unless a disaster
incapacitates the primary data center.” He meant “no FCIs, period.”

Back to the hypothetical 60-second transaction timeout value
mentioned on the previous slide. | feel that getting a DB2 database
system back up and ready to take application requests within 30
minutes of a primary-site disaster event is OUTSTANDING. When that
kind of great disaster-related recovery time is WAY over the time that
would cause FCIs, what are you supposed to do?

Think outside of the box, that’s what.

18
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Reducing recovery time
by not recovering
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Sounds simple, doesn't it?

19



DB2 DR speed limits - JLT .

* When the database platform is DB2 for LUW...

« With HADR, database at DR site can be up and ready for
work in < 30 seconds, but that isn’t the whole story
» Time required to detect disaster-scope failure and initiate failover
* Not just DB2: also network switchover to DR site, and readiness of
Web servers, application servers to handle new transactions
« Automation (via vendor tools and/or user-written scripts)
can speed things up, but you don’t want to overdo this
» “A false failover to a DR site can be a real pain”
* My opinion: getting your DB2 for LUW-based application
ready for work at DR site within 10-15 minutes of a
primary-site disaster would be world-class performance

| mentioned earlier that | feel that having a DB2 system up and ready to
take transaction traffic within 30 minutes of a primary-site disaster
situation is really good, but is that as good as it can get?

If you're using DB2 for LUW in an HADR configuration, | believe that
you could do even better. I've pointed out that the secondary DB2
instance in an HADR configuration can take over for the primary and be
ready for requests in 10-15 seconds. That's impressive, but a DB2
instance does not an application system make. Web servers and
application servers also have to be ready at the DR site, and there are
network tasks associated with getting user requests to go to the DR site
instead of the primary site. Then there is the very basic action of
detecting that the primary site is offline and initiating a workload switch
to the DR site. Automation, whether of the do-it-yourself variety or
aided by vendor tools, can help to speed things up, but you don’t want
to overdo this — an unneeded failover would be a major hassle.

My take? Getting an application system based on an HADR-configured
DB2 database ready for work at the DR site within 10-15 minutes of a
primary-site disaster would be world-class performance.

20



What about DB2 on Z? ‘@2

* World-class DR performance would be getting your
DB2 for z/OS-based application ready for work at the
DR site within 20-30 minutes of a primary-site disaster

» Consider: there is no equivalent to the DB2 for LUW
HADR feature on the mainframe platform, so DB2
recovery/restart is going to take more time

* No “warm” DB2 memory on the DR-site Z system, so roll-
forward recovery will be necessary, and backout of changes
made by in-flight URs will be much more 1/O-intensive

» Also, recovery/restart for a data-sharing group is a little
more involved — there may be many database objects in
group buffer pool recover pending (GRECP) status

When the database server is DB2 for z/OS, I'd say that 20-30 minutes
Is the best you could do with respect to getting an application system
ready for work at the DR site following a primary-site disaster.

This time period is longer than the best DR time for a DB2 for LUW-
based application system because there is no HADR-type feature for
DB2 for z/OS. Without the “warm memory” advantage provided by
HADR (slide 10), getting the DB2 for z/OS system at the DR site ready
for application work requires roll-forward recovery (DB2 accesses the
active log to determine what data changes had been committed but not
externalized to disk at the time of the primary-site disaster).
Additionally, the rollback part of DB2 recovery will take longer, versus
the DB2 for LUW HADR situation, because pages affected by un-do
processing will have to be read into the DB2 buffer pool from disk.

Use of DB2 data sharing can further elongate DR time, since it’s likely
that many DB2 data sets would be in group bufferpool recover pending
status (aka GRECP) following a primary-site disaster. DB2 can
automatically get the data sets out of GRECP status, but this adds to
the overall DR time.

21



If you can’t recover fast enough.. @~

o ...don't recover ﬂ

H 1] '} H H \,\
* The no-recovery solution: a “hot-hot” multi-site ﬂ
configuration

* Not “primary” and “backup” sites — just sites

« Traffic distributed across sites according to user-
specified criteria (e.g., by client, by geography, etc.)

» Each site runs a complete instance of the database and
application

* For example, with two sites (A and B), if a disaster
knocks out site A, don’t recover system A at site B
« Instead, redirect site A workload to site B

So, if the best disaster recovery time you can achieve is well short of
what you need in order to achieve “never down,” what do you do? You
avoid recovery.

The no-recovery solution | have in mind involves a “hot-hot” multi-site
configuration. This means no “primary” and “backup” site. You just
have two or more sites across which the application workload is spread
(which work gets sent where is the decision of the organization setting
up the configuration). At each site, there is a complete instance of the
application system and the DB2 database (or databases). If one of the
sites is incapacitated as a result of a disaster event, no recovery (in the
traditional sense) is performed. Instead, the work that had been flowing
to the disaster-struck event instead flows to the other data center(s).

22
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This is a pictorial representation of a two-site “hot-hot” configuration.
The users represented by green dots normally access the application
instance running at site A, and the red-dot users normally access the
application instance running at site B. The division of users could be by
geography, by client organization, or by some other criterion.

To keep the two complete instances of the DB2-managed application
database in synch, a two-way data change replication process is
employed (changes made at site A are replicated to site B, and vice
versa).

23



Challenge: DB synchronization ‘@2

» Since you have a complete instance of the database
at each site, you need to keep these DBs as much in
synch with each other as possible

» Disk array-based remote mirroring is not the answer

* The target (remote) replication volumes are not
available to the server at that site while replication is
active

¢ Result: database changes made at site A are not replicated to
the active database at site B — they’re applied instead to the
copy of the site A database on the target volumes at site B

I've talked up the benefits of disk array-based data change replication,
and it is a great technology; however, it is not the solution that can
deliver the kind of bi-directional replication needed to support my
recommended hot-hot configuration. The main problem with the remote
disk mirroring solution is this: the target volumes at site B (the ones to
which site A database changes are being replicated) are not accessible
to the site B database server while remote mirroring is active (and the
same is true of the target volumes at site A). Basically, what you're
doing via remote disk mirroring is maintaining a copy of the site A
database at site B, versus updating the “live” site B database with
changes made at site A.

24



Proposed DB synch solution ¥~

» Server-based replication software
* Updates the active database at the target site

* Operates at the row level (versus physical block
level), reducing likelihood of replication collisions

* Among the vendor tools on the market:
* From IBM/DataMirror: Transformation Server
* From Informatica: PowerExchange

* From GoldenGate: GoldenGate for Transactional
Data Integration

But there’s a fly in the
ointment, as we shall see...

| would recommend the use of a server-based software tool for
replicating database changes made at site A to the site B database, and
vice versa. Such tools are able to update the live database at the target
site because they use the SQL interface to apply captured DB2
database changes. The tools do consume some host cycles, but they
are actually quite efficient because they pick up data changes (and
commits) directly from the DB2 transaction log stream, as opposed to
relying on triggers (a simpler but more CPU-costly mechanism).

It's also nice that replication software tools can capture and transmit
DB2 data changes at the row level. Disk array-based mirroring works at
the physical block level (4 KB, in the case of DB2), and in a bi-
directional replication scenario, that could lead to more replication
“collisions” (if remote disk mirroring could even update the “live”
instance of a database at a target site, which it can’t), because a row
changed at site A and a different row changed at the same at site B
could be on the same physical DB2 page.

There is one rather sticky problem related to the use of data change
replication software...

25
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Preserving committed data
changes in a “hot-hot”
multi-site environment
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This is where “never lose anything” starts to get kind of tough.

26



The “time gap” problem &

» Data replication tools operate in an inherently
asynchronous fashion with respect to the
committing of local database changes
* A data change made at site A will not be
propagated to site B until the change-effecting
process has committed the change at site A
* So, given a 24X7 data-changing workload, the
databases at sites A and B will always be at C N
least a little bit out of synch with each other lt)\ o)
* If a disaster knocks out site A, the database at N
site B will likely be missing some data changes
committed at site A (not good)

When an application process makes a database change, a data
replication tool will store related information in the memory of the server
on which it’s running, and will transmit the information to the target
location when it (the replication tool) sees that the unit of recovery (UR)
associated with the data change has committed; thus, such tools
inherently work in an asynchronous fashion, in that a data change will
already be committed at site A before it is transmitted and applied at
site B. This being the case, at any point in time while data-changing
work is running at site A (and this is getting to be more and more of a
24X7 situation for DB2-using organizations), the database at site B will
be just a bit behind currency with respect to data changes made at site
B (and the same is true going in the other direction, from site B to site
A).

So, let’s say that site A is incapacitated by some disaster event. In that
situation, one could expect that the database at site B would lack some
of the changes committed on the site A database just prior to the
disaster. There goes your “never lose anything” goal — unless...

27



Can the gap be bridged? %\

e Not sure, but | have an idea

 Data replication tools have their own log files, in
which they record data changes sent to target site

* Maybe place this file on a disk volume that is
remotely (and synchronously) mirrored at the target
site

 This would probably require site B to be within 15-20
straight line miles of site A, and in some parts of the world,
that's too close (think about earthquakes, hurricanes) @

| believe that the replication “time gap” mentioned on the preceding
slide could be bridged. The key to successful bridging, | believe, would
be the log files maintained by data replication tools. In such a file, a
replication software product records data change information sent to the
target site. My plan for bridging the time gap would have the replication
log file at site A placed on a volume that is synchronously mirrored
(using disk array-based replication) at site B (and vice versa). Of
course, synchronous mirroring requires that the two sites be relatively
close to one another — probably within 15-20 straight-line miles, I'd say.
If this is deemed too close (and in some earthquake- or fire- or flood-
prone areas, it might be), an organization might have to establish a third
site, hundreds of miles from the other two, that would serve as a DR
location in case a region-wide disaster knocks both site A and site B out
of commission.



Bridging the time gap (cont’'d)

» Could the replication tool at site B read the replication
log file from site A and fill the gap, and quickly?

* Recall: we want zero failed customer interactions, so
we want to close the time gap before any users are
aware that the gap exists

 I'm thinking that we might get away with this if we can close
the gap within 60 seconds

* No easy thing: target volume for remote mirroring of replication

Hey, log has to first be brought online to system at site B
vendors! e Plus, I'm not even sure if any data replication tools have this
SOK gap-bridging functionality
Z e And even if they do we're still short of what the BHAG-

proffering IT exec wanted

Now, with the transaction product’s log file at each site synchronously
mirrored at the other site (refer to the preceding slide), how would the
replication time gap be bridged if site A were to be incapacitated due to
a disaster event? First, keep in mind that the bridge would have to be
bridged quickly — probably in less than 1 minute — so as to avoid failed
customer interactions (our true measure of “never down”).

First off, the target volume holding the mirrored copy of the site A data
replication log file would have to be brought online to the server at site
B (recall that target volumes in a remote disk mirroring configuration are
not available to the host at the target site while disk array-based
replication is active). Once that’'s done, the replication software on the
site B server is going to have to do something that may be beyond the
capability of any of the replication software tools currently on the
market: it's going to have to read the log file of the site A instance of the
replication product to determine what changes were recorded on that
end and not received and applied at site B, and then it will have to use
this information to close the replication time gap.

And guess what? Even if this is do-able, we’re still not at end of task.
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A BHAG made more audacious ‘@

* When the IT exec said “never lose anything,” |
assumed that he meant “never lose any committed
database changes”

* It goes without saying that database changes

associated with transactions that are in-flight at the
time of a failure are lost, right?

“Wrong. We’'ll never
lose anything — even
partially-done

/ transactions”

1DUG2008 Europe

When the IT exec tossed out the availability BHAG, | assumed that
“never lose anything” meant “never lose any committed database
changes.” After all, everyone knows that data changes associated with
units of work that are in-flight at the time or a failure are lost, right?

Turns out that this assumption of mine was incorrect. The IT executive
made it very clear that he wanted even in-flight work to be preserved
across a failure (even a site-incapacitating) event. Yikes!
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Preserving in-flight
data changes when
disaster strikes

IDUG2008 Europe

Let's assume for a moment that this can be done. The question then is,
how would it be done?
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Can it be done?

* | believe so, but the solution is non-trivial

» Basic idea: at site A, capture transaction input data and
transaction completion status, and replicate this
information at site B (and vice versa)

« If a disaster knocks out site A, use this information to

identify the transactions that were in-flight at site A at the
time of failure, and process the associated inputs at site B

Sometimes people
ask me, "How can I
become a
millionaire?”

No easy task, this. Here’s the basic idea: at site A, you would capture
the inputs of every transaction sent to that site, along with transaction
completion status, and you would synchronously replicate that
information to site B (and vice versa).

If a disaster knocks out site A, the transaction input and transaction
completion status information captured at site A and synchronously
replicated to site B would be used at site B to: a) determine which
transactions were in-flight at site A at the time of the site A failure, and
b) process the inputs of those transactions at site B, with the results
being sent back to the users who originated the transactions.

Describing this solution isn’t so hard. Implementing the solution would
be a non-trivial endeavor. Kind of reminds me of the comedian who
said that he would tell people who asked him how they could become
millionaires, “It's a simple, two-step process. Step one, get a million
dollars. Step two...”
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Challenge: identifying in-flights @&

* Here’'s my plan...
* At each site, as close to the “edge” of the system as is

feasible, have a DB2 for LUW transaction-input catcher
* Have this input-catcher DB2 in an HADR configuration,

% with the target DB2 at a different site
()
~

p e Probably need to run HADR in synch mode — imposes distance
limitation (use “near-synch” to reduce performance impact)
 In the DB2 input-catcher database, capture the following

—in one table — for each incoming transaction:
e Col 1: transaction key — continuously-ascending unique value
e Col 2: timestamp
 Col 3: transaction-complete indicator (Y/N — default N)

e Col 4: transaction input data stream (e.g., what comes in from
the user’s browser)

OK, so one decision concerns the way in which transaction inputs and
completion status will be replicated from one site to the other. For that,
| propose the use of a DB2 for LUW platform, in an HADR configuration
(this regardless of whether the application database is managed by
DB2 for z/OS or by DB2 for LUW). I'd put this input-catcher DB2
system as close as | feasibly could to the “edge” of the application
infrastructure at each site, to capture transaction input data very early
on in the transaction processing cycle, and to capture completion status
just before transaction output goes to the user.

For the input-catcher DB2 at site A, the secondary DB2 in the HADR
configuration would be at site B, and vice versa (and as I've pointed out
before, synchronous replication probably imposes a distance limitation
on the order of 15-20 straight-line miles).

A table in the input-catcher DB2 database would unique, continuously-
ascending key value for each transaction, a timestamp value (rationale
for this to come), a transaction completion indicator, and the input data
for each transaction (probably stored as one character string value for

each transaction).
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More on the input-catcher

« Two indexes on the captured-input table:

* One on transaction key

* One on transaction-complete indicator and timestamp
 After transaction has processed: in sending

response to user, set transaction-complete indicator
in catcher table row to Y from N

Do this regardless of whether or not the transaction
encountered an error while processing (so, N will
indicate either in-flight or got “hung in the system”)

Two indexes would be defined on the captured-input table described on
the preceding slide. One of these indexes would be defined on the
continuously-ascending transaction key value, and the other would be
defined on the transaction-complete indicator and the timestamp value
for each transaction. The first of these indexes clusters the data in the
captured-input table, while the second will be useful in case of a
disaster event, as shall be seen.

Why set the value of the transaction-complete indicator from Nto Y,
even for transactions that encountered error situations in processing?
Because what we want to know is whether or not a transaction that
came into the system came out the other side. If we do that
consistently, we’ll know that an “N” value in a row indicates that a
transaction is either in-flight or got “hung” in the system (i.e., it went in
but it never came out).
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And a bit more... L4

* Also, in the site A input-catcher database, have a
pre-defined “in-flights” table

* Columns: Y
e Transaction key

e Transaction inputs *
* Index on transaction key
* This table will usually be empty X

DUG 2008 Europe

In addition to the captured-input table, there will be an “in-flights” table
defined in the database of the input-catcher DB2 system at each site.
This table, which will normally be empty, will have two columns: one for
the transaction key value and the other for the inputs of each
transaction. There will be one index on this table, defined on the
transaction key column.

The “in-flights” table will be used if a disaster knocks out site A or site B
(explanation to come a few slides hence).
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Big picture @\[
AN

Input-catcher
DB2 server

User ID: Orr - ..o
Tran I1D: Buy @mﬂmﬁ_m
Prod 1D: Al12
Quantity: 11

HADR sync to site B

Insert row /" \'\ Update comp. ind.

Tran key Timestamp Comp. ind.

Tran input

| 1478 |06:32:41.08] N/Y

| orr,Buy,A12,11

Captured-input table

Application
DB2 server

Process transaction

Processing complete
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So here’s a pictorial representation of what I've been talking about.
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Disaster at site Al

1. Close the replication time gap for the application
database (see slides 27-29)

2. While that’s being done, initiate takeover by secondary
DB2 (in HADR configuration) of the site A transaction
input-catcher database (should take only a few seconds)

3. When takeover is complete, from a program on input-
catcher DB2 at site B, select the rows for site A in-flights
into the “Site A in-flights” table in input-catcher database

* Rows in site A captured-input table where completion

indicator is N and timestamp within a minute of current
(older rows would indicate “hung in system” vs. in-flight)

4. Process those inputs normally, send responses to users

Site A becomes incapacitated due to some kind of disaster. Here’s what
happens next at site B:

1.The replication time gap is closed, so that the database at site B contains all
committed database changes made at site A.

2.Concurrent with step 1, an HADR takeover is initiated so that the DB2
system at site B which had been the HADR secondary for the input-catcher
DB2 at site A becomes the primary in that configuration (this makes the
database accessible at site B).

3.When that HADR takeover is complete, a program running on the site B
input-catcher DB2 system reads the captured-input table in the database of the
copy of the site A input-catcher DB2 that is now accessible at site B, and
selects from that table the rows of in-flight transactions (those with an “N” for
transaction-completion status and a timestamp within a minute of current —a
row with an “N” and an older timestamp represents a transaction that got hung
up in the site A system). These rows are inserted into the in-flights table in the
database of the site B input-catcher DB2.

4.The transaction inputs in the now-populated in-flights table are processed at
site B as though they had been initially directed to site B, and output is sent to
the transaction-initiating users.
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Site B after site A disaster (1) ‘@2

Site A input-catcher Sevy We're

DB2 (was HADR clusﬂl

secondary)

Site A
. . . Select site
Tran key Timestamp Comp.ind. Tran input A in-flights
1478 | 06:32:41.08 N Orr,Buy,A12,11
1477 | 06:32:40.85 Y Ray,Buy,B21,7 Site B input-

catcher DB2

Captured-input table

Tran key Tran input
1478 | OrrBuy,A12,11 |

In-flights table
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This is the first of two pictures that illustrate the procedure described on
the preceding slide.




Site B after site A disaster (2) ‘@2

Site B input-catcher DB2

\_/

Tran key Tran input
1478 | OrrBuy,A12,11 | < In-flights table

Tran key Timestamp Comp.ind. Tran input

1524

06:33:09.01 N Orr,Buy,A12,11

| flights table, then

1523

06:33:05.22 N Lum,Buy,C18,9

Captured-input table

Sevy We're

Site A

Select input from in-

process as though it
were from a new
incoming transaction

IDUG 2008 Furope

And here is the second picture illustrating the procedure described on

slide 37.

Note that when the input data from a transaction that was in-flight at site
A is processed at site B, a new transaction key is assigned — just as it
would have been had transaction been directed to site B in the first

place.
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Other issues to consider ¢

« Detailed discussion is beyond the scope of this \ \§
presentation, but here is some food for thought: &
* How to verify that the application databases are in synch?
« Maybe use image copies to populate “compare” tables?
* How to re-establish a site database instance after a
disaster?

e Perhaps use capability of disk subsystem to non-disruptively cut a
set of logically consistent volumes, then transmit these to the
remote site, then bring it to currency using replication software

* How to synch up non-database things such as program
libraries?

On top of what I've already talked about, there is even more that would
have to be done to achieve the “never down, never lose anything”
objective. Detailed discussion of these further to-dos is beyond the
scope of this presentation, but here are some things to think about:

*Even with a best-of-breed bi-directional data replication solution in
place, it's possible that the site A and site B databases could get into an
out-of-synch condition (e.g., an update is committed on the site A
database and for some reason is never applied to the site B database),
and that “out-of-synch-ness” could — if left uncorrected — become more
pronounced over time. How to detect such conditions?

*Site A is brought back online after having been knocked out by a
disaster event. How will the site A database be restored and brought
back into synch with the site B database?

*The data change replication tools discussed herein are great for
keeping DB2 databases at site A and site B in synch (or very close to
that — remember the “time gap”), but they don’t help with things like
program libraries, security files (e.g., user IDs and passwords), and the
like. How will these non-database data files be kept in synch across the
two sites?

And all this gets MORE fun when it’s sites A, B, and C (vs. “just” two).

40



In conclusion...

of doing things

be done”
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» Ask those people, “Why not?”
* Do yourself and your organization a favor: THINK BIG

/

“Couldn’t have
said it better
myself.”

%

* Don't let yourself get boxed in by conventional ways

* Don'’t be discouraged by people who tell you, “It can’t

IDUG

Closing thoughts:

Big challenges should not be feared. They can lead to breakthrough

solutions.

Be ready (and eager) to step out of your “comfort zone.” A “zone of

comfort” often becomes a “zone of irrelevance” over time, as technology

(not to mention your organization’s competitors) marches on.

A BHAG situation demands leadership. Be ready to step up.
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Thanks for attending the session!
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