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Presentation Abstract:

DB2 for Linux, Unix and Windows 9.7 gives us the ability to have partitioned tables
but how do you automate the creation of new partitions or the attachment and
detachment of partitions. We have developed SQL Stored Procedure that can be
used to automatically detach multiple partitions and add them to other tables or to
drop them. You may have a table with historical data for many years and
partitioned by month and you want to detach all of the monthly partitions for a
given year and you want to save these monthly partitions not as individual tables but
in a yearly table. This can be done using SQL Stored Procedures.

Objective 1: Overview of Business Problem. Discussion of why we needed to
automate the attachment and detachment of table partition and why we moved the
monthly partitions into another partitioned table.

Objective 2: Will discuss how to create a partition table and how to add partitions.
Objective 3: Will discuss how to attach and detach partitions using the DB2 alter
table command.

Objective 4: Will discuss how we automated the attach/detach process with SQL
Procedures.

Objective 5: Will discuss how we setup the SQL Procedures to be executed by the
application group and how the DBA does not have to be involved in the
attach/detachment process.



IDUG

The Worldwide North America Conference 2011
DB2 User Community

Agenda

Overview of business problem
Creating Table Partitioning

Partitioning Attachment/Detachment
»  Automation with SQL Procedures
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Overview of Business Problem

Tables for each Month for 7 years
- Create 12 new tables yearly
Delete 12 oldest tables yearly
« Client reloading of previous years data
« Archiving Yearly Data

Views for Each Month
Views for Each Year
« Performance Issues
* Maintenance Issues

We developed our own version of partitioning several years ago when our data
became too large to find in the tables. We originally had a table fore each year but
when the data got to large we created a table for each month. In order to access the
data as a whole year we create a view that unioned together each of the monthly
tables.

The unintentionally created additional table and index objects that we had to
maintain when we had to alter a table. We developed a process that we call autodba
that generate the necessary ddl to alter the tables so each monthly table gets the
same update.

Each year we also have to modify the view for the current year to access the current
monthly tables.

We have seen performance issues by using this method to access the data. This is
especially seen when the query is selecting a subset of the data but all the indexes
and sometimes the tables are scanned to find the data. This occurs most when the
where clause of the query is using a column that is not part of any index.
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Tables View

Select * from S1.Jan
Union all

Select * from S1.Feb

Union all
Select * from S1.Mar

Union all

Select * from S1.Nov
Union all
Select * from S1.Dec

Overview of Business Problem — non partition

Query

select "FUND", "ACCOUNT",
"SUPER_SHEET DATE"

from SI.NON_PART_VIEW
WHERE SUPER_SHEET DATE
BETWEEN 2011-01-15" AND
'2011-02-15'
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Operation
Index scan (no table access)
Index scan (no table access)
Index scan (no table access)
Index scan (no table access)
Index scan (no table access)
Index scan (no table access)
Index scan (no table access)
Index scan (no table access)
Index scan (no table access)
Index scan (no table access)
Index scan (no table access)
Data is sorted
Row identifier scan (RID)
Fetch table data
Index scan (no table access)
Data union
Data operation complete

Object name

S1.NONPARTTAB_11_11KO
S1.NONPARTTAB_11_10KO
S1.NONPARTTAB_11_09KO
S1.NONPARTTAB_11_08KO
S1.NONPARTTAB_11_07KO
S1.NONPARTTAB_11_06KO
S1.NONPARTTAB_11_05K0
S1.NONPARTTAB_11_04KO
S1.NONPARTTAB_11_03KO
S1.NONPARTTAB_11_02KO

S1.NONPARTTAB_11_01_SS_DT

S1.NONPARTTAB_11_01
S1.NONPARTTAB_11_12K0

Object type
Index
Index
Index
Index
Index
Index
Index
Index
Index
Index
Index

Table
Index

Overview of Business Problem — non partition explain

Cost
0.02
0.02
0.02
0.02
0.02
0.02
0.02
0.02
0.02
0.02
60,93
76.47
76.47
659.98
0.02
660.18
664.29

This explain shows that we are doing index scans on each of the twelve tables to
find data only in the January and February tables.




By going with a partitioned table solution we needed a way to replace data in the
base partition table. Our business unit requires the client to reload a whole years
worth of data at a time. We can’t use the update command to update the data in the
base partitioned table nor can we use the load replace command as it would erase all
of the data in the table not just the monthly partitions that we want to reload. We
created a staging table for each year we have data so we can load the data for the
year we need to replace in the base table.

We do this by first detaching each monthly from the staging table and then the same
year and month partitions from the base table. Then the detached partitions from
the staging table are attached to the base table.

To get the staging table back in a state so it could be used again we need to add new
empty partitions for each month of the year.



